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Operational need:

Communication delays and uncertain environments make onboard autonomy valuable
for many NASA missions, transterring decisions, monitoring, and failure response

from operators to the system.

Assurance challenge:

Learned, context-dependent behavior and closed-loop interactions make complete
specifications and exhaustive testing impractical. Model-level evidence cannot
automatically be extrapolated to the full autonomous system.

Review focus:

We examine how formal methods, benchmarking, testing, and runtime assurance can
be combined into layered evidence for Al-enabled autonomy, and how the required
assurance changes with system capability, autonomy, and operational authority.

Layered Assurance for Autonomous Systems

As Al systems move from advising humans to acting on their behalf, assurance must
combine evidence across methods, system layers, and lifecycle stages.
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Assurance Case

Evidence accumulates and combines into a single argument for assurance.

Representative only; methods may overlap across each stage.
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NASA Autonomy in Practice

Prototype Demonstration

Mission Timeframe GNC Execution Planning FDIR Science
Deep Space 1 1998-2001 ® o o [

Earth Observing-1 2000-2017 ® o
Mars Rovers 2004—present o o ®
Swift 2004—present ® o ®
OSIRIS-REx 2016-2023 ® ® ®
DART 2022 ® ®

Starling 2023—ongoing o o ®

Autonomy is function-specific.

Missions delegate different combinations of
GNC, execution, planning, FDIR, and science
responsibilities.

V&V must reflect the delegated responsibility.

The assurance approach should match both the
function being automated and the authority
granted to the system.

Findings, Gaps, and Implications

Model-to-System Gap

Model-level results do not directly establish ac-
ceptable system behavior when outputs are used
to influence actions, tools, hardware, or recov-
ery mechanisms.

Evaluation and Oracle Limits

Evaluation evidence 1s bounded by the selected
tasks, data, metrics, scenarios, abstractions, and
assumptions. Open-ended or sequential behav-

1ors may also lack a reliable correctness oracle.

Rigor vs. Applicability

Formal guarantees are strong but bounded and
hard to scale; empirical methods offer broader
but incomplete evidence. Scalable approaches
that retain meaningful guarantees are limited.

Applying square_nonnegative where
v gets v!1,
this simplifies to:

recoverable_implies_safe.1l :

{-1} vIil % v!l >=
[-2] A'l > 0 AND x!1 < @ IMPLIES A!l % x!1 <

[-3] x!1 <

[-4] A!l >

[-5] v!l >=

[-6] x All x x!'1 - v!l x v!l >=
F_______

[1] A —

>> (assert)

Simplifying, rewriting, and recording with decision procedures,

recoverable_implies_safe.2 :

[-1] A!l >

[-2] v!il >=

[-3] * (A1l % x!'1) — v!1 % v!1 >=
F_______

{1} x!1 <

[2] X!l >=

>> (assert)

Q.E.D.
Run time = 0.70 secs.
Real time = 154.624 secs.

Proof completed successfully!

Next Steps

Capability—Authority Gap

Demonstrated capability alone does not justify
operational authority; the proposed function,
operating envelope, human role, and fallback
behavior must also be considered.

Overall Synthesis

Effective assurance combines evidence from formal methods, benchmarking, testing and simulation,
and runtime assurance across the lifecycle, integrated through an explicit assurance case. The
assurance case must also be revisited when the model, surrounding system, operating environment, or
underlying assumptions change.

* Develop an adaptable framework. Translate the survey findings into reusable

guidance that teams can tailor to their Al-enabled system, operating envelope,
authority boundary, lifecycle stage, and assurance needs.

* Demonstrate key methods. Build small- to medium-scale examples that show how
selected V&V methods work and what their evidence can and cannot support.

* Evaluate the framework in practice. Apply the framework to representative

projects to assess its clarity, adaptability, and usefulness; refine it based on the gaps
identified.
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